Down the road there will be 4 types of Union in the system. For the release, we implemented only UnionNoPosNoSort.
UnionPosSort:

This takes sorted data from the WOS and ROS and unions them keeping them sorted and not losing position information. Further, it converts the WOS Block type into however the ROS is compressed. E.g. if ROS is RLE:

ROS:

(2, R1, 50)

(5, R51, 200)

(6, R251, 30)

WOS (but can be accessed in sorted order through index):

2

6

2

5

4

6

The result is:

(2, R1, 50)

(2, W1, 1)

(2, W3, 1)

(4, W5, 1)

(5, R51, 200)

(5, W4, 1)

(6, R251, 30)

(6, W2, 1)

(6, W6, 1)

UnionPosNoSort:

Can be used when the input data is not sorted. Simply appends the WOS data at the end of the ROS data (converting Block types as it goes). For example, on same input data as above, the result is:
(2, R1, 50)

(5, R51, 200) 
(6, R251, 30) 
(2, W1, 1) 
(6, W2, 1)

(2, W3, 1) 
(5, W4, 1)

(4, W5, 1)

(6, W6, 1)

UnionNoPosSort:

Can ignore position to perform better merging. E.g. result for same inputs is:

(2, ###, 52)

(4, ###, 1)

(5, ###, 201)

(6, ###, 32)

This seems to be the mergeout operation exactly. The code can probably be reused. Note that since position information is lost, care must be taken for all relevant columns to keep the same ordering relative to each other (just like mergeout).
UnionNoPosNoSort:

This is the easiest of the 4. It simply appends the WOS data at the end of the ROS data, but can also ignore position. All it has to do is convert the WOS block type.

(2, ###, 50)

(5, ###, 200) 
(6, ###, 30) 
(2, ###, 1) 
(6, ###, 1)

(2, ###, 1) 
(5, ###, 1)

(4, ###, 1)

(6, ###, 1)

When to use each type of Union:

Most of the time, UnionNoPosNoSort will do.

E.g:

SELECT shipdate, suppkey

FROM lineitem

Translates to:


[image: image1]
SELECT l.shipdate, s.name

FROM lineitem as l, supplier as s
WHERE l.suppkey=s.suppkey

Note: This is not the best way to do this, but I just want to show how this can be done using just UnionNoPosNoSort


[image: image2]
So it’s possible to do this query using just UnionNoPosNoSort. Though I suspect Mike won’t be happy that we need 27 graph nodes for 1 simple join. Also of concern is the need to read each column twice.

The same query using UnionPosNoSort:


[image: image3]
In general, the rule of thumb is: if union at the end, UnionNoPosX will do for most cases. If the union occurs before a any kind of Data Source that needs position filtering (e.g. on a result of a join), UnionPosX must be used.

All examples thus far are for UnionXNoSort. UnionXSort is important for situations where value order is important (e.g. for merge joins).

Release:

For the release we implemented only UnionNoPosNoSort.
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